Annotating Output in Amos
Choose Title icon from AMOS tool box.  Click on diagram.

The default location is “Center on Page”.  I prefer “Left align”.

The default font size is 24.

To get AMOS to compute a predetermined quantity, put the name invoking the quantity immediately after a reverse backslash, \.  Put descriptive text in front of it, if you wish.
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Using Summary Data for Amos

Since the analyses in Amos are based on summary statistics - the variances and covariances between the variables - only the variances and covariances need be entered.  They can be entered 1) as variances and covariances or 2) as correlations along with means and standard deviations.

The summary data must be entered using a fairly rigid format, however.  Here’s an example of correlations, means, and standard deviations prepared for use by Amos.
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1n o 932.00] 93200 93200 93200 93200 93200
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3|corr ponlest? 66 1.00

4|corr anomia7 | 56 47 1.00
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7|corr sei 30 -9 -9 -8 54

8stddev 344 3.06 354 376 310 21.22
g|mean 1361 1476 1413 14.90 10.90 37.49
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Example 8

Factor analysis:  Girls' sample

Holzinger and Swineford (1939)

Unstandardized estimates

Chi-square = 19.860 (9 df)

p = .019
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Example 8

Factor analysis:  Girls' sample

Holzinger and Swineford (1939)

Unstandardized estimates

Chi-square = 7.853 (8 df)

p = .448
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Rules:

I.  Rules regarding names of columns in the data file.

A.  First column’s name is rowtype_

Note that the underscore is very important.  Without it, Amos won’t interpret the data correctly.

B.  Second column’s name is varname_

Again, the underscore is crucial.

C.  3rd and subsequent columns.

The names of these columns are the names of the variables.

II.  Rules regarding rows of the data file

A.  Row 1:  Contains the letter, n, in column 1.  Contains nothing in column 2.  Contains sample size in subsequent columns.

B.  Row 2 through K+1, where K is the number of variables:


Column 1 contains either “corr” without the quotes or “cov” dependent on whether the entries are correlations or covariances.


Column 2 contains the variable names, in same order as listed across the top.


Columns 3 through K+1 contain correlations or covariances, depending on what you have, until the diagonal of the matrix.

C.  Row K+2

Contains the word, stddev, in column 1, nothing in column 2, and standard deviations in columns 3 through K+2.

D.  Row K+3

Contains the word, mean, in column 1, nothing in column 2, and means in columns 3 through K+3.

Analyzing Correlations

By default, Amos analyzes covariances. If you enter correlations along with means and standard deviations, it converts the correlations to covariances using the following formula:


CovarianceXY
rXY = ---------------------------------- which is equivalent to CovarianceXY= rXY * SX*SY

SX * Sy

If you want to analyze correlations, you have to fake Amos out by making it think it’s analyzing covariances.  To do that, enter 1 for each standard deviation and 0 for each mean.  It will multiple the correlation by 1 and then analyze what it thinks is a covariance.
Example . . .

	rowtype_
	varname_
	M1T1
	M1T2
	M1T3
	M2T1
	M2T2
	M2T3
	M3T1
	M3T2
	M3T3

	n
	
	500
	500
	500
	500
	500
	500
	500
	500
	500

	corr
	M1T1
	1
	
	
	
	
	
	
	
	

	corr
	M1T2
	0.42
	1
	
	
	
	
	
	
	

	corr
	M1T3
	0.38
	0.33
	1
	
	
	
	
	
	

	corr
	M2T1
	0.51
	0.32
	0.29
	1
	
	
	
	
	

	corr
	M2T2
	0.31
	0.45
	0.19
	0.44
	1
	
	
	
	

	corr
	M2T3
	0.3
	0.28
	0.39
	0.38
	0.32
	1
	
	
	

	corr
	M3T1
	0.51
	0.31
	0.3
	0.62
	0.36
	0.28
	1
	
	

	corr
	M3T2
	0.35
	0.48
	0.21
	0.25
	0.68
	0.25
	0.46
	1
	

	corr
	M3T3
	0.28
	0.19
	0.39
	0.24
	0.23
	0.59
	0.37
	0.36
	1

	stddev
	
	1
	1
	1
	1
	1
	1
	1
	1
	1

	mean
	
	0
	0
	0
	0
	0
	0
	0
	0
	0


The argument for analyses involving latent variables.

The basic argument for using latent variables is that the relationships between latent variables are closer to the “true score” relationships than can be found in any existing analysis.  

If we compute the average of 10 C items, for example, that average includes the errors associated with each of the items averaged.

But if we create a C latent variable, the latent variable represents only the C present in each item, and not the error that also contaminates the item.  The errors affecting the items are treated separately, rather than being lumped into the scale score.  The result is that the latent variable, C, in the diagram below is a purer estimate of conscientiousness than would be a scale score.






From Schmidt, F. (2011).  A theory of sex differences in technical aptitude and some supporting evidence.  Perspectives on Psychological Science, 6, 560-573.

“Prediction 3 was examined at both the observed and the construct levels. That is, both observed score and true score regressions were examined. However, from the point of view of theory testing, the true score regressions provide a better test of the theoretical predictions, because they depict processes operating at the level of the actual constructs of interest, independent of the distortions created by measurement error.”

What should be the indicators?
A rule-of-thumb is that you should have at least three indicators for each latent variable in a structural equation model including factor analysis models.

Ideally, this means that you should have three separate indicators of the construct. Each of these indicators might each be a scale score – the average or sum of a group of items, created using the standard (Spector, DeVellis) techniques.  Often however,, especially for studies designed without the intent of using the SEM approach, only one collection of items not scale scores is available.  

There are four possibilities with respect to this situation.

1.  Let the individual items be the indicators of the latent variable. I think ultimately, this will be the accepted practice.
The following example is from the Caldwell, Mack, Johnson, & Biderman, 2001 data, in which it was hypothesized that the items on the Mar Borak scale would represent four factors.  The following is an orthogonal factors CFA solution.
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This is conceptually promising, but it is quite cumbersome in Amos when there are many items.  (Ask Bart Weathington about creating a CFA of the 100-item Big Five questionnaire.)  This is not a problem if you’re using Mplus, EQS, or LISREL.
Goodness-of-fit indices generally indicate poor fit when items are used as indicators.  I believe that this poor fit is due to the accumulation of minor aberrations due to item wording similarities, item meaning similarities, and other miscellaneous characteristics of the individual items.
2.  Form groups of items (testlets or parcels), 3 or more parcels per construct, and use these as indicators.

This is the procedure often followed by many SEM researchers.  It allows multiple indicators, without being too cumbersome, and has many advantageous statistical properties.

The following is from Wrensen & Biderman (2005).  Each construct was measured with a multi-item scale.  For each construct, an exploratory factor analysis was performed and the item with the lowest communality was deleted.  Then testlets (aka parcels) of items each – 1,4,7 for one testlet, 2,5,8 for the 2nd, 3,6,9 for the 3rd were formed. The average of the responses to the three items of each testlet was obtained and the three testlet scores became the indicators for a construct.  (Note that the testlets are like mini scales.)  
We have found that the goodness-of-fit measures are better when parcels are used than when items are analyzed.  See the separate section on Goodness-of-fit and Choice of indicator below.
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This is a common solution.  There is some controversy in the literature regarding whether or not it’s appropriate.
3.  Develop or choose at least 3 separate scales for each latent variable.  Use them.
This carries parceling to its logical conclusion.
4.  Don’t have latent variables.  Instead, form scale scores by summing or averaging the items and using the scale scores as observed variables in the analyses.  This is called path analysis.

Not using latent variables means that the relationships between the observed variables will be contaminated by error of measurement – the “residual’s that we created above.  This basically defeats the purpose of structural equation modeling.

References

Alhija, F. N., & Wisenbaker, J.  (2006).  A monte carlo study investigating the impact of item parceling strategies on parameter estimates and their standard errors in CFA.  Structural Equation Modeling, 13(2), 204-228.

Bandalos, D. L. (2002).  The effects of item parceling on goodness-of-fit and parameter estimate bias in structural equation modeling.  Structural Equation Modeling, 9(1), 78-102.

Fan, X., Thompson, B., & Wang, L.  (1999).  Effects of sample size, estimation methods, and model specification on structural equation modeling fit indexes.  Structural Equation Modeling, 6(1), 56-83.

Gribbons, B. C. & Hocevar, D. (1998).  Levels of aggregation in higher level confirmatory factor analysis:  Application for academic self-concept.  Structural Equation Modeling, 5(4), 377-390.

Little, T. D., Cunningham, W. A., Shahar, G., & Widaman, K. F. (2002).  To parcel or not to parcel:  Exploring the question, weighing the merits.  Structural Equation Modeling, 9(2), 151-173.

Marsh, H., Hau, K., & Balla, J. (1997, March).  Is more ever too much:  The number of indicators per factor in confirmatory factor analysis.  Paper presented at the annual meeting of the American Educational Research Association, Chicago.

Meade, A. W., & Kroustalis, C. M. (2006).  Problems with item parceling for confirmatory factor analytic tests of measurement invariance.  Organizational Research Methods, 9(3), 369-403.

Sass, D. A., & Smith, P. L. (2006).  The effects of parceling unidimensional scales on structural parameter estimates in structural equation modeling.  Structural Equation Modeling, 13(4), 566-586.

 Hypothesis Tests in SEM

1.  The critical ratios (CRs) for individual coefficients

For all estimated parameters, Amos prints the estimated standard error of the parameter next to the parameter value.

The first standard error you probably encountered was the standard error of the mean, (/(N or S/(N.

We used the standard error of the mean to form the Z and t-tests for hypotheses about the difference between a sample mean and some hypothesized value.  Recall


X-bar - (H


X-bar - (H
Z = ------------------------  and t =   ------------------


(/(N



S/(N

The choice between Z and t depended on whether the value of the population standard deviation, (, was known or not.

When testing the hypothesis that the population mean = 0, these reduced to 


X-bar - 0


X-bar
- 0


Statistic - 0
Z = ------------------------  and t = -----------------------.  That is ------------------------------


(/(N



S/(N



Standard error

That is, for a test of the hypothesis that the population parameter is 0, the test statistic was the ratio of the sample mean to its standard error.

The ratio of a statistic to its standard error is quite common in hypothesis testing whenever the null hypothesis is that in the population, the parameter is 0.  The t-statistics in the SPSS Regression coefficients boxes are simply the regression coefficients divided by standard errors.  They’re called t values, because mathematical statisticians have discovered that their sampling distribution is the T distribution.

In Amos and other structural equations modeling programs, the same tradition is followed.  Amos prints a quantity called the critical ratio which is a coefficient divided by its standard error.  These are called critical ratios rather than t’s because mathematical statisticians haven’t been able to figure out what the sampling distributions of these quantities are for small samples.  In actual practice, however, many analysts treat the critical ratios as Z’s, assuming sample sizes are large (in the 100’s).  Some computer programs, including Amos, print estimated p-values next to them.  On page 74 of the Amos 4 User’s guide, the author states:  “The p column to the right of C.R., gives the approximate two-tailed probability for critical ratios this large or larger.  The calculation of p assumes the parameter estimates to be normally distributed, and is only correct in large samples.”

2.  Tests of overall goodness-of-fit of the model.  
The adequacy of fit of a model is a messy issue in structural equation modeling at this time.  One possibility is to use the chi-square statistic.  The chi-square is a function of the differences between the observed covariances and the covariances implied by the model.  The decision rule which might be applied is:  If the chi-square statistic is NOT significant, then the model fits the data adequately.  But if the chi-square statistic IS significant, then the model does not fit the data adequately.  Unfortunately, many people feel that the chi-square statistic is a poor measure of overall goodness-of-fit.  The main problem with it is that with large samples, even the smallest deviation of the data from the model being tested will yield a significant chi-square value.  Thus, it’s not uncommon to ALWAYS get a significant chi-square.  

For this reason, researchers have resorted to examining a collection of goodness-of-fit statistics.  Byrne discusses the RMR and the standardized RMR, SRMR.  This is simply the square root of the differences between actual variances and covariances and variances and covariances generated assuming the model is true - the reconstructed variances and covariances.  The smaller the RMR and standardized RMR, the better.

She also discusses the GFI, and the AGFI.  In each case, bigger is better, with the largest possible value being 1.  

I have also seen the NFI reported.  Again, bigger is better.

Finally, the RMSEA is often reported.  Small values of this statistic indicate good fit.  Much recent work suggests that RMSEA is a very useful measure.  Amos reports a confidence interval and a test of the null hypothesis that the RMSEA value is = .05 against the alternative that it is greater than .05.  A large p-value here is desirable, because we want the RMSEA value to be .05 or less.
Three test statistics now being recommended:  RMSEA, CFI, and NNFI.
We’ve used CFI, RMSEA, and SRMR.
3.  Tests comparing goodness-of-fit of two models.

When comparing the fit of two models, many researchers use the chi-square difference test.  This test is applicable only when one model is a special case of another.  But since many model comparisons are of this nature, the test has much utility.  Specifically, the test is the differences between the chi-square value of the special model and the chi-square value of the more general model.  This is

Chi-square difference (Δχ2)= Chi-square of Special Model - Chi-square of General model.

The chi-square difference is itself a chi-square statistic with degrees of freedom equal to the difference in degrees of freedom between the two models.  

If the chi-square difference is NOT significant, then the conclusion is that the special model fits no worse than the general model and can be used in place of the general model.  Since our goal is parsimony, that’s good.
The chi-square difference test also “suffers” from the issue that it is very sensitive to small differences when sample sizes are very large.  Some have recommended comparing CFI or RMSEA values as an alternative.
Example
A.  Comparing an orthogonal solution to an oblique solution – Example 8 from AMOS Manual.




Many times, the only difference between a general and a special model will be the value of one parameter.  That’s the case here:  The only difference between the two models above is in the value of the covariance (or correlation, depending on whether you prefer the unstandardized or standardized coefficients).  In the general model, it’s allowed to be whatever it is. In the special model, its value is fixed at 0 – thus the special model is a special case of the general model.  (Mike – describe the models )
Whenever there is only one parameter separating the special from the general model, two of the tests described above can be used to distinguish between them. 

First a test of null hypothesis that the parameter is 0 can be conducted.  That test is available from the Tables Output, shown below.

	Covariances
	
	
	Estimate
	S.E.
	C.R.
	P
	Label

	spatial
	<-->
	verbal
	7.315
	2.571
	2.846
	0.004
	


Second, a chi-square test of the difference in goodness-of-fit between the two models can be conducted.  Here, the value of X2Diff = X2Special – X2General = 19.860 – 7.853 = 12.007.  The df = 9-8 = 1. p < .001. -

So, in this case, both tests yield the same conclusion – that the special model fits significantly worse than the general model.  Most of the time, both tests will give the same result.

Of course, when the differences between a special and general model involves two or more parameters, only the chi-square difference test can be used to compare them.
Goodness-of-fit and Choice of indicator.
A problem that SEM researchers face is that models with poor goodness-of-fit measures are less likely to get published.  This dilemma may cause them to choose indicators that yield the best GOF measures.
From Lim, B., & Ployhart, R. E. (2006).  Assessing the convergent and discriminant validity of Goldberg’s International Personality Item Pool.  Organizational Research Methods, 9, 29-54.



It’s apparent that the poor fit of the models when items were used as indicators is the reason that Lim and Ployhart used parcels as indicators in their analyses.

Our data corroborate these authors’ perception of the situation and suggest that goodness-of-fit of individual items may be considerably poorer than goodness-of-ft when parcels, even two-item parcels, from the same data are used as indicators.  Following is some evidence concerning the extent of improvement.

CFI as the measure of goodness-of-fit
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CFI increased by .1 or more in each study when 2-item parcels were used as indicators, rather than individual items.  I believe the data were from honest response conditions.  For each study, the same data were used for both individual-item analyses and two-item parcel analyses.
RMSEA as the measure of goodness-of-fit
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RMSEA decreased in two studies and stayed the same in 2 when 2-item parcels were used as indicators, rather than individual items.
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