Lecture 6
Probability and Hypothesis Testing
A.  Definition of probability


The probability of an event is a number between 0 and 1 inclusive.


This number represents the likelihood of occurrence of the event.

B.  Examples of Events


The event "A randomly selected person is a male."


The event "A randomly selected IQ score is larger than 130."

The event, “An experimenter will incorrectly reject the null hypothesis.”

The event "I change my name to Fred tomorrow."
C.  Computing or determining the probability of an event.


0.  Subjective determination.  For example, P(Light turning Red before you get to it.)



We make subjective determinations all the time.


1.   The Relative Frequency method, from the proportion of previous occurrences,


                                      Number of previous occurrences


Probability estimate =  ---------------------------------------------

                                           Number of previous opportunities to occur

     
Applications of this method:  Actuarial tables created by insurance companies


Problems with this method



Depends on the future mirroring the past.


Not applicable to events for which we have no history (AIDS)



Accurate counts may not be available (AIDS again)


2.  The Universe of Elementary Events method, from a universe of elementary events



Let U = A collection of equally likely elementary (indivisible) events.



Let A = an event defined as a subset of U.


                                                   Number of elem. events in A



Probability of A, P(A) = -------------------------------------

                                                       Number of elem. events in U

Example

Let U = {1, 2, 3, 4, 5, 6 } the possible faces of a single die.




Suppose A = {1, 3, 5}, then P(A) = 3 / 6 = 0.5

Problems with the Universe of Elementary Events method:  


There aren't many real world situations to which it applies

Applications:  Games of chance

Events defined as combinations of other events  
1.  The intersection event, “A and also B”

An outcome is in the intersection of A and B if it represents the occurrence of both A and B.
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This event is called the Intersection of A and B.  The name can best be appreciated by considering A and B as two streets which cross.
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Example:  
A = 1st person past the door is a male.




B = 1st person past the door has blue eyes.




The intersection is 1st person past the door is a male with blue eyes.

2.  The union event, “Either A or B or Both”.

This event is called the Union of A and B.  Think of union as in the union of matrimony.  After the marriage, either the husband (A) or the wife (B) or both can represent the family.



Example:

A = 1st person past the door is a male.




B = 1st person past the door has blue eyes





Union is 1st person past the door is either male or blue-eyed or both.
Two important event relationships.

1.  Mutually exclusive events.

Two events, A and B, are mutually exclusive if the occurrence of either precludes the occurrence of the other.

They’re mutually exclusive if an outcome cannot simultaneously be both.

Examples.

A:  1st person past the door is taller than 6’.

B:  1st person past the door is 5’ or shorter

The 1st person cannot be both taller than 6’ and shorter than 5’, so A and B are mutually exclusive.

A:  The IQ of a randomly selected person is greater than 130.

B:  The IQ of the same randomly selected person is less than 70.

A:  The results of an experiment result in rejection of the null hypothesis.

B:  The results of the same experiment result in failure to reject the same null hypothesis.

Special type of mutually exclusive event:  Complement

A:
  Anything

~A:  Anything but A

Example:
  A = The first card drawn from a deck will be a 10 of clubs




~A = The first card drawn from a deck will not be a 10 of clubs

2.  Independent events.

Two events, A and B, are independent if the occurrence of either has no effect on the probability of occurrence of the other.

Examples.

A:  It will rain in Tokyo tomorrow.

B:  The Falcons will win on Sunday.

AB, 
A~B, 
~A,B, 
~A,~B
A:  Experimenter A finds a significant difference between an Experimental and Control group.

B:  Experimenter B working in a different laboratory with no connection or communication with Experimenter A finds a significant difference between a similar Experimental and Control group.

1.  Probability of “A and also B”.

In general, P(A and also B) = P(A) * P(B|A) or P(B)*P(A|B)
Where P(B|A) is called the conditional probability of B given A, read as Probability of B given A.

If this were a course on probability, we’d spend a week or so on conditional probability.

We won’t pursue this general case here, however.

Two special cases:
A.  A and B are mutually exclusive


If A and B are mutually exclusive, P(A and also B) = 0 .

B.  A and B are independent.


If A and B are independent, P(A and also B) = P(A)*P(B) .


This is called the multiplicative law of probability.

2.  Probability of “Either A or B or Both”

In general  P(Either A or B or Both) = P(A) + P(B) – P(A and also B)

Two special cases (same two as above)
A.  A and B are mutually exclusive


If A and B are mutually exclusive, P(Either A or B or Both) = P(A) + P(B) – 0 .   

This is called the additive law of probability

Application to complements:  P(Either A or ~A) = 1

So, P(~A) = 1 – P(A).  The probability of the complement of an event is 1 minus probability of the event.

B.  A and B are independent


If A and B are independent, P(Either A or B or Both) = P(A) + P(B) – P(A)*P(B).

Using probability in hypothesis testing
We want to know whether the Experimental treatment is better than the Control treatment.

We conduct an experiment and compute the mean of the Experimental Group and the mean of the Control Group.

Suppose the difference between them is 3.5.

To make the decision concerning the difference between Experimental and Control, we’ll ask the following question . . .


How likely would a difference of 3.5 be if the two treatments were equally effective?

If that probability is large, then that means we would get a 3.5 or a number like it all the time even if they were equally effective and we’ll conclude that a 3.5 difference is not unusual for equally effective treatments.  

But if that probability is small, then that means a difference of 3.5 is a very unusual number for equally effective treatments.  That must mean they’re NOT equally effective, because if they were we wouldn’t have gotten such a big difference.

Random Variable

A variable whose values are determined by a random process.

Its values are not predictable.

So we can't know which value a random variable will have.  But in many instances, we can know the probability of occurrence of each value.

Probability Distribution

A statement (usually in the form of a formula or table) which gives the probability of occurrence of each value of a random variable.

Famous probability distributions

The binomial distribution . . .

Suppose a bag of N coins is spilled.  Probability of X Hs when the bag is spilled.  Possible outcomes

X:  No. of H's

Probability

N

N-1

.

.

.

3

2

1

0


N!


P(X) = -------------* PX(1-P)N-X

X!(N-X)!

Where 

N = No. coins spilled.



P = Probability of a Head for with each coin.


! = Factorial operator.  K! = K*(K-1)*(K-2) . . . 2*1

Use “ExampleProbabilityDistributions.sps from T\P510511 folder” to illustrate.
Uniform Probability Distribution






P(X between X1 and X2= (X2-X1)/(Max - Min)

Example - Playing spin-the-bottle

The Normal Distribution


       -(X-()2

            -----------
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Samples vs. Populations

Population:  A complete set of observations or measurements about which conclusions are to be drawn.

Sample:  A subset or part of a population.

Not necessarily random

Statistics vs. Parameters

Parameter:  A summary characteristic of a population.

Summary of Central tendency, variability, shape, correlation

E.g., Population mean, SD, Median, Proportion Voting for Bush, Population correlation between Systolic & Diastolic BP

Statistic:  A summary characteristic of a sample.

Sample mean, SD, median, correlation coefficient

Random Sampling

Every element of the population must have the same probability of occurrence and every combination of elements must have the same probability of occurrence.
Very difficult to achieve in practice.
Systematic Sampling.
Every Kth element of a population. 
xxxyxxxyxxxyxxxyxxxyxxxyxxxy
xyxxxyxxxyxxxyxxxy
yxxxyxxxyxxxy
Sampling Distributions

Consider a population.

Now consider taking a sample of size 4 from that population.

Compute the mean of that sample.

Now repeat the above steps thousands of times.

The result is a population of sample means.

The frequency distribution of the sample means is called the Sampling Distribution of Means.

In general, the distribution of values of any sample statistic is called the Sampling distribution of that statistic.

Sampling Distributions

Assume you have taken an uncountably infinite no. of samples from a population.  Pretend the samples were taken with replacement (or that the population is so large that it doesn't matter whether you replaced the samples or not.)  Consider the population of sample means.





Three theoretical facts and 1 practical fact about the distribution of sample means . . .

Theoretical facts

1.  The mean of the population of sample means will be the same as the mean of the population from which the samples were taken.  The mean of the means is the mean.  µX-Bar = µX
Implication:  Sample mean is an unbiased estimate of the population mean.

2.  The standard deviation of the population of sample means will be equal to original population's sd divided by the square root of N, the size of each sample.  σX-Bar = σX/sqrt(N)
Implication:  Sample mean will be closer to population mean, on the average, as sample size gets larger.
3.  The shape of the distribution of sample means will be the normal distribution if the original distribution is normal or approach the normal as N gets larger in all other cases.  This fact is called the Central Limit Theorem.  It is the foundation upon which most of modern day statistics rests.
Why do we care about #3?  We care because we’ll need to compute probabilities associated with sample means when doing inferential statistics.  To compute those probabilities, we need a probability distribution.

Practical fact

4.  The distribution of Z's computed from each sample, using the formula


X-bar - (
Z =  ---------------------

                  ( / (N

will be or approach (as sample size gets large)  the Standard Normal Distribution with mean = 0 and SD = 1.

Statistical Inference
Two processes

I.  Estimation of the value of a population parameter.

Question asked:  What is the value of the population parameter?

Answer:  A number, called a point estimate, or an interval, called a confidence interval.  The interval is one that has a prespecified probability (usually .95) of surrounding the population parameter.

Example:  What % of persons think Iran is a greater threat to the US than North Korea?

Answer might be:  59% with a 5% margin of error.

This is a combination of point estimate (the 59%) and a interval estimate (from 59-5 to 59+5 or from 54 to 64%).  The 5% means that the interval has probability .95 of surrounding the true population percentage.

II.  Hypothesis Testing.  Null Hypothesis Significance Testing (NHST)
A.  With one population.

Deciding whether a particular population parameter (usually the mean) equals a value specified by prior research or other considerations.

Example:  A light bulb is advertised as having an “average lifetime” of 5000 hours.  

Question:  Is the mean of the population of lifetimes of bulbs produced by the manufacturer equal to 5000 or not?
B.  With two populations.

Deciding whether corresponding parameters (usually means) of the two populations are equal or not.

Example:  Statistics taught with lab vs. Statistics taught without lab.

Question:  Is the mean amount learned by the population of students taught with a lab equal to the mean amount learned by the population of students taught without lab?

C.  Three populations.

Deciding whether corresponding parameters (usually means) of the three populations are equal or not.  

And on and on and on.

Introduction to Hypothesis Testing

Suppose we have a single population, say the population of light bulbs mentioned above.

Suppose we want to determine whether or not the mean of the population equals 5000.

Two possibilities

0.  The population mean equals 5000, i.e., it is not different from 5000.

1.  The population mean does not equal 5000, i.e., it is different from 5000.

These possibilities are called hypotheses.

The first, the hypothesis of no difference is called the Null Hypothesis.

The second, the hypothesis of a difference is called the Alternative Hypothesis.

Our task is to decide which of the two hypotheses is true.

Two general approaches
1.  The Bill Gates (Warren Buffet, Carlos Slim Helu’) approach.

Purchase ALL the light bulbs in the population.  Measure the lifetime of each bulb.  Compute the mean.  If the mean equals 5000, retain the null.  If the mean does not equal 5000, reject the null.

Problem:  Too many bulbs.


2.  The Plan B approach.

Take a sample of light bulbs.

Compute the mean of the sample.

Apply the following, intuitively reasonable decision rule

If the value of the sample mean is “close” to 5000, decide that the null must be true.

If the value of the sample mean is “far” from 5000, decide that the null must be false.

But how close is “close”?  How far is “far”?

What if the mean of the lifetimes of 25 bulbs were 4999.99?

What if the mean of the lifetimes of 25 bulbs were 1003.23?

What if the mean of the lifetimes of 25 bulbs were 4876.44?

Clearly we need some rules.

The p-value and significance level.


Statisticians have decided to redefine “close” and “far” in terms of probabilities, specifically, probabilities computed under the assumption that the null hypothesis is true.
They first compute the probability of getting an outcome as extreme as the sample outcome if the null were true.  That probability is called the p-value for the experiment.

They then choose a criterion representing a comfortably small probability.  That value is called the significance level of the statistical test.  It is typically .05 or less.
They then use the following rule:  
Loosely . . .

If the probability of the observed outcome is small, then reject the null hypothesis

If the probability of the observed outcome is large, then retain the null hypothesis..
Formally:

If the p-value is less than or equal to the significance level, then reject the null.

If the p-value is larger than the significance level, then retain the null.

Graphically





The Steps in Hypothesis Testing


The Steps in Hypothesis Testing that follow are based on text pages 200-201 but are slightly expanded and a little more formal than those presented by the authors.

Step 1.  From the problem description, state the null hypothesis required by the problem and the alternative hypothesis.

Step 2.  Choose a test statistic whose value will allow you to decide between the null and the alternative hypothesis.

Step 3.  Determine the sampling distribution of that test statistic under the assumption that the null hypothesis is true.  We need the sampling distribution in order to get the p-value.
Once you've determined the sampling distribution, you'll know what values of the test statistic would be expected to occur if the null were true and what values would not be expected if the null were true.

Step 4.  Set the significance level of the test.

Step 5.  Compute the value of the test statistic.

Step 6.  Compute the p-value of the test statistic.

The p-value is the probability of a value as extreme as the obtained value if the null were true.  In most cases, it will be printed by SPSS.  Unfortunately, it will be labeled "Sig" not p.

Step 7.  Compare the p-value with the significance level and make your decision.

Worked Out Example

We'll start with the test of a hypothesis about the mean of a single population pretending that we know the value of sigma.  (Text Ch. 11).

I. A neighborhood association petitioned the city traffic engineering office to install traffic-calming devices on a street through the neighborhood.  The street is one that contains many residences.  But it also serves as a main source of vehicle traffic to the university that resides next to the neighborhood.  The traffic engineering office had conducted several studies of speeds on this street. It had determined that the speeds were approximately normally distributed with mean = 37 and standard deviation equal to 10.

After several neighborhood meetings occurring over a 6-month period, the people living on the street agreed to a set of traffic-calming devices. These included an island placed at the only intersection of the street with another street in the affected area, “bump-outs”, and two islands in the middle of the street.

The interest here is in determining whether the average of all speeds on the street is equal to 37 after installation of the calming devices.  A sample of 25 speeds is recorded.  It's not known whether speeds would increase or decrease as a result of the "calming" devices.  The mean of the sample of 25 was 34.
Step 1:  Null hypothesis and Alternative hypothesis.

Hmm.  We want to know whether the mean of the population of speeds with the calming devices is equal to 37, the mean computed by the traffic engineering department prior to installation of the devices.  This translates to . . .

Null Hypothesis: The mean of the population equals 37.

Alternative Hypothesis: The mean of the population does not equal 37.

Step 2  Test Statistic:  In this particular problem, we have a choice.  We could use X-bar, the mean of the sample as our test statistic.  But statisticians have found that it’s simpler to use the Z-statistic computed from X-bar.  It turns out that it's easier to use the Z-statistic, since we ultimately have to compute it anyway.  

Step 3.  Sampling distribution of test statistic if null is true.

For this step you have to pretend that the null hypothesis is true and then ask yourself, "If I took 1000's of samples of 25 scores in each sample from the population, what would be the distribution of my test statistic be?"  The answer is as follows, for each test statistic.

Using  Z=(X-bar-37)/(10/5) = (X-bar-37)/2 as the test statistic.  Cause 10 is pop standard deviation and 5 is square root of the sample size.
Name of 

Sampling 

Distribution =
___Normal__

Mean = 
______0________

Standard

Deviation = 
______1________

The mean of the distribution of Z's is 0 from our study of Z-scores on p. 83.

And the standard deviation of Z's is 1, again from our study of Z's on p. 83.

Step 4: Significance Level

This one's easy.  It's quite common to use .05 as the criterion for the probability of the observed outcome.  If that probability is less than or equal to .05, we reject.  If that probability is larger than .05, we retain the null.  So let the significance level be .05

Step 5: Computed value of test statistic
From the problem description we find that the mean of the sample is 34.

So X-bar = 34
If X-bar = 34, 


“Z” = (34 - 37) / 10/5 


=  (34-37)/2 = -1.5

Step 6: p-value.  In this case, compute the probability of a value as deviant or more deviant than the obtained value if the null were true.


Z as the test statistic







Z = 

Tail 

area = 

p-value = 
.0668 + .0668 =.1336
Step 7:  Conclusion

Since the p-value is larger than .0500, do not reject the null hypothesis.  We have no evidence that the population mean speed after installation of the devices is different from 37.

Possible Outcomes of the HT Process


State of World


Null True 
Null False

Reject Null
Incorrect Rejection
Correct Rejection



Type I Error


Decision


Retain Null
Correct Retention
Incorrect Retention




Type II Error

Type I Error:  Rejecting a true null hypothesis.
The Null is true.   But, because of a random accumulation of factors, our outcome was one which seemed inconsistent with the null.  So we rejected it - incorrectly.  The manufacturer’s claim was correct, but we incorrectly concluded that it was incorrect.  The calming device had no effect, but we incorrectly concluded that it had an effect.
Controlling P(Type I Error):  The significance level determines the probability of this type of error.  This type of error will occur with probability given by the significance level - usually .05.  That is, if you always employ a significance level of .05, then 5% of those times when the null actually is true, you will incorrectly reject it.

Type II error:  Retaining a false null hypothesis.
The Null is false. But, because of a random accumulation of factors, our outcome was one which seems consistent with the null.  So our decision was to not reject it – an incorrect decision.  The manufacturer’s claim was not correct, but we incorrectly concluded that it was true.  The traffic calming devices did work, but we incorrectly concluded that they did not work. A difference was "missed".

The probability of this type of error is typically large.  It may be as large as .8 or .9.  (That's not .08 or .09, it's .80 or .90).  

Controlling P(Type II error).  We have less control over the size of the probability of a Type II error than we do over the probability of a type I error.  Sample size is easiest to manipulate.  Larger sample sizes lead to smaller P(Type II error).  More on this in the section on Power.

Correct Retention:  Retaining a true null hypothesis.
This is affirming the null.  It is a correct decision, but one that we often do not want to have to make. 

The manufacturer’s claim was correct, and we concluded that it was correct.  

The traffic calming had no effect, and we concluded that it had no effect.

Controlling:  Significance level.

Correct Rejection:  Rejecting a false null hypothesis
This is where we want to be.  The null was false.  We "detected" the difference.  
The manufacturer’s claim was not correct, and we detected that it was not correct.

The traffic calming made a difference, and we detected that difference.

The probability of correctly rejecting a false Null is called the Power of the statistical test.  Power equals 1 - P(Type II Error).  More on power later.
Controlling:  Same factors as those that affect P(Type II error).  Sample size is most frequently employed.

Estimation

Using information from samples to guess the value of a population parameter or difference between parameters.

Point Estimate

A single value which represents our single best estimate of the value of a population parameter.

Point estimate of Pop mean is sample mean.  Point estimate of Population variance is SN-12.

Interval Estimate

An interval which has a prespecified probability of surrounding the unknown parameter.

Typically centered around the point estimate.



Sample statistic:  Sample mean, Difference between two sample means, Sample Pearson r
Rationale for computing confidence intervals rather than doing hypothesis tests –

1.  A confidence interval gives us a perspective on the location of the population mean.

Both of the following hypothetical confidence intervals exclude 0, implying that the null hypothesis that the population mean equals 0 would be rejected.  But the one on the right gives greater assurance that the population mean is not 0 than does the one on the left.


    ((CI()







((CI()

----------0----------------------------------


----------0-----------------------------------

Limits of CI:  (.002, .270)





      
(.123,.347)

The CI tells us how far the population mean is from our outcome.  If it is just outside the CI, that’s a piece of information that might be of use.  If it’s WAY outside the CI, that’s a different piece of information with a different implication.

2 .  If multiple hypothesis tests on the same phenomenon are conducted, some will reject and some will retain the null.  This leads to the appearance of inconclusiveness on the part of data analysts.

The computation of multiple confidence intervals which will probably overlap gives a more coherent picture of the phenomenon.


Hypothesis Tests
CIs
CIs Graphically
Experiment 1
Reject
(.002,
 .270
----------0-(-----------)-----------------------

Experiment 2
Retain
(-.003, 
.265
--------(-0----------)-------------------------

Experiment 3
Reject
(.005,
 .275
----------0—(----------)-----------------------
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Our goal:  Samples --> Populations





Our goal:  Statistic --> Parameter





A few of the sample means.
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