P201 Lecture Notes Chapters 32,33,34,35,36:  
Statistical Inference and Estimation
Putting it all together


Why are we here?

Caught on Math

Suppose a psychologist devised a method for teaching mathematics at the elementary school level. He called it Caught-on-Math.  He claims that it is a better way to teach mathematics than the current method.  
The question:  Which is the better way of teaching mathematics – the Caught-on-Math method or the Conventional Curriculum method.

Three approaches to answering the question . . 

1.  Reliance on authority.  Ask people who should know – people in authority - which is best.

2.  Logical argument:  Think through each method and based on a thorough examination of the characteristics of each, decide which is better.

3.  Look at data:  Choose a criterion and then compare performance of students taught using each method on that criterion.  This is what this course is about.
Looking at data:  The One Person per Condition Experiment.

Suppose one person, Sally, is taught using Caught-on-Math and another person, Mary, is taught using the Conventional Curriculum.  At the end of the fall semester, each student is given a test on the material covered in the math course.  

Suppose Sally scores 132 on the final exam and Mary scores 120.

Question:  Does the difference between these scores indicate that the Caught-on-Math program is better than the Conventional Curriculum method?

Answer:  Hmm.  I can think of many reasons that Sally’s performance could be better than Mary’s.  Only one of them is the difference in curriculum.

Sally could have performed better because she is smarter to begin with.  Because she had paid attention more in classes prior to the last class.  Because her parents spent a lot of time working with her on her homework.  Because Mary was sick the day of the final exam.  Because Mary just broke up with her boyfriend the day before the exam.  Because . . .

So what should we do?

Most people would say, “Let’s give several students the Caught-on-Math program and give several other students the Conventional curriculum.”  That way, differences between the groups will cancel each other out.

Looking at data:  The Super-sized Experiment

To address the above issue, assume that the psychologist selects 20 students to participate in the research.  He randomly assigns them to either the Caught-on-Math method or to the Conventional Curriculum conditions, so that 10 students serve in each condition.  The condition in which students are taught using Caught-on-Math is called the Experimental condition.  The condition in which students are taught using the Conventional Curriculum is called the Control condition.

.  The results are as follows . . .

Student
Score
Condition

John J.
79
Control

Sally M
82
Control

Fred S
83
Control

Sam M
87
Control

Mike Z
92
Control

Mary W
91
Control

Semantha T
93
Control

Harold X
91
Control

Jimmy Y
90
Control

Freddy H
89
Control


Student
Score
Condition
Herman I
91
Experimental

Rowanda S
96
Experimental

Sebastian E
88
Experimental

Darian T
87
Experimental

Payton Y
83
Experimental

James F
80
Experimental

Wendy P
87
Experimental

Megan U
92
Experimental

Sam S
98
Experimental

Gerald M
93
Experimental

Issues with the super-sized experiment . . .  

1.  How are we to summarize the performance in the two conditions?  That's the problem of descriptive statistics.  Should we simply take the arithmetic average of the scores in each condition?  In many instances the arithmetic average (called the mean in statistics) is the preferred measure.  But there are instances in which some other summary of performance of a group, such as the median, is preferred.  That's what the descriptive statistics part of the course is about - choosing the appropriate descriptor of performance of a group.
Suppose we choose to summarize the performance in each group with the mean. 

The Control group mean = 87.7
The Experimental group mean = 89.5
2.  Given that we've chosen a summary - say the arithmetic average - how big of a difference between performance in the two conditions will be required before we conclude that one method is better for the whole population of students than is the other method?  
There is a difference of 1.8 points in favor of the experimental group. Is that difference big enough to cause us to conclude that in the population of kids, the average performance of those taught using the Caught-on-Math approach would be better than the average of those taught using the conventional curriculum?
That's the problem of inferential statistics.  As we'll see, even though the use of random assignment makes the groups theoretically equal, there might still be a chance difference in average performance between the groups.  The techniques of inferential statistics allow us to determine whether any given difference is so small that it must be due to chance or so large that it must be due to the difference in instructional techniques.
The two processes that are statistical inference.
I.  Estimation.

Question asked:  What is the value of the population parameter?
Example:  What % of U.S. citizens believe the U.S. should get out of Afghanistan now?


What % of persons in Chattanooga believe that kids under 18 should be allowed in Coolidge Park only if under adult supervision?


What % of persons using the Riverwalk believe that dogs should not be allowed?

Answers:  A number, called a point estimate, or an interval, called a confidence interval.  The interval is one that has a prespecified probability (usually .95) of surrounding the population parameter.

So the answer to the first example might be reported as “37% with a 5% margin of error.”

This is a combination of point estimate (the 37%) and a interval estimate (from 37-5 to 37+5 or from 32 to 42%).  
II.  Hypothesis Testing.

A.  With one population. . .
Deciding whether a particular population parameter (usually the mean) equals a value specified by prior research or other considerations.

Example:  A light bulb is advertised as having an “average lifetime” of 5000 hours.  

Question:  Is the mean of the population of lifetimes of bulbs produced by the manufacturer equal to 5000 or not?

B.  With two populations. . .
Deciding whether corresponding parameters (usually means) of the two populations are equal or not.

Example:  Statistics taught with lab vs. Statistics taught without lab.

Question:  Is the mean amount learned by the population of students taught with a lab equal to the mean amount learned by the population of student taught without lab?

C.  Three populations. . .
Deciding whether corresponding parameters (usually means) of the three populations are equal or not.    And on and on and on.

Estimation – Ch 32
Estimation is using information from samples to guess the value of a population parameter or difference between parameters.  A lot of this goes on during an election season.

Point Estimate

A single value which represents our single best estimate of the value of a population parameter.

Interval Estimate

An interval which has a prespecified probability of surrounding the unknown parameter.

This interval estimate is called a confidence interval (CI).
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Typically the interval estimate is centered around the point estimate.
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Typical Point estimates:  Sample statistics, such as Sample mean, Difference between two sample means, Sample correlation coefficient

Rationale for confidence intervals

Gives us more information about where the population parameter is than is afforded by a hypothesis test.

Forming a point estimate (of the population mean, for example)
1.  Take a random sample from the population.

2.  Compute the sample statistic which is known to be an unbiased estimate of the parameter.


X-bar, S-squared using the N-1 formula; Sample proportion; Sample correlation coefficient

Forming a confidence interval, an interval estimate

1.  Take a random sample from the population.

2. Compute the sample statistic that is the point estimate of the parameter or difference between parameters

3.  Compute the standard error of the statistic that is the point estimate.  


Standard error of the mean, Standard error of differences in means.

4.  Decide on the level of confidence desired.  Usually that’s 95%.

5.  Determine the Standardized Test Statistic upon which the CI will be based.  This will usually be Z if you know the value of the population standard deviation or t if you do not know the value of the population standard deviation.  We’ll cover t in the next chapter.

6.  Look up the Confidence Interval Critical Values.  These are the two values between which 95% (if that’s your confidence level) of the values of the Standardized Test Statistic will fall.  

For a 95% confidence interval based on Z, the Critical values are –1.96 and + 1.96.  

For a 99% confidence interval based on Z, the Critical Values are –2.58 and + 2.58.

(If the Standardized Test Statistic is t, the Critical Values depends on the df for the sample. Luckily, SPSS will compute confidence intervals based on t for us.  See the next lecture.)


7.  Upper limit = Point estimate + Critical value * standard error

     Lower limit = Point estimate - Critical value * standard error.

Describing the result

Suppose we have just formed a 95% confidence interval.  Then we would say that 

“The probability is .95 that the interval contains the population parameter.”

or

“There is a 95% probability that the interval contains the population mean.”

Example from Chapter 32

Suppose the mean of a sample is 40 and the standard error of the mean is 1.5.

Suppose we want a 95% confidence interval.

1.  Done

2.  Point estimate is 40.00

3.  Standard error of the mean is 1.5

4.  Level of confidence desired is 95%.

5.  Since we know the population standard error of the mean, we’ll use Z as our standardized test statistic.

6.  The confidence interval critical values are + and – 1.96.

7.  Upper limit is 40.00 + 1.96*1.5 = 40.00 + 2.94 = 42.94.

      Lower limit is 40.00 – 1.96*1.5 = 40.00 – 2.94 = 37.06.

There is a 95% probability that the interval 37.06 to 42.94 contains the population mean.

Loosely speaking there’s a 95% probability that the mean is between 37 and 43.

Example 2

Suppose the point estimate equals 40.00 and the standard error of the mean = 1.50.

What are the limits of a 99% confidence interval?

1.  Done

2.  Point estimate is 40.00.

3.  Standard error of the mean is 1.50.

4.  Level of confidence desired is 99%.

5.  Since we know the population standard error of the mean, we’ll use Z as our standardized test statistic.

6.  The confidence interval critical values are + 2.58 and – 2.58.

7.  Upper limit is 40.00 +  2.58*1.50 = 40.00 + 3.87 = 43.87.

      Lower limit is 40.00 –2.58*1.50 = 40.00 – 3.87 =  36.13.

The probability is 99% that the population falls between 36.13 and 43.87.

Loosely, the chances are 99% that the mean is between 36 and 44.

Derivation of Confidence Interval


From our study of the normal distribution, we know that, for example, 95% of scores fall between (-1.96 standard deviations and (+1.96 standard deviations.

If we're dealing with the distribution of sample means, this means that 95% of X-bars fall between -1.96 and +1.96 standard errors ((/(N) from the population mean.

This means that

P(( - 1.96*(/(N < X < ( + 1.96*(/(N) = .95.

Subtracting ( from all three sides of the inequality yields . . .

P( - 1.96*(/(N < X - ( <  + 1.96*(/(N) = .95.

Subtracting X from all three sides yields . . .

P( -X - 1.96*(/(N < - ( < - X + 1.96*(/(N) = .95.

Now, multiplying all three sides by -1, which reverses the directions of the inequalities yields  . . .

P(X + 1.96*(/(N > ( > X - 1.96*(/(N) = .95.

Finally, rearranging the sides yields the familiar expression for the 95% confidence interval . . .

P(X - 1.96*(/(N < ( < X + 1.96*(/(N) = .95.

Introduction to Hypothesis Testing:  The mean of a population
Suppose we have a single population, say the population of light bulbs mentioned above.

Suppose we want to determine whether or not the mean of the population equals 5000.


You might wonder:  What does it matter whether the mean is 5000? 


Answer:  The manufacturer might be selling light bulbs whose average lifetime is only 2000 hours and may be counting on the fact that no one really pays attention.   


But the difference between 2000 hours and 5000 hours will add up over multiple purchases.  In times when money is tight, those small difference may make a difference.

Two possibilities

H0.  The population mean equals 5000.
H1.  The population mean does not equal 5000.
These possibilities are called hypotheses.

The first, the hypothesis of no difference is called the Null Hypothesis.  (H0)
The second, the hypothesis of a difference is called the Alternative Hypothesis. (H1)
Our task is to decide which of the two hypotheses is true.

Two general approaches.
1.  The Bill Gates (Bill Gates, Warren Buffet) approach. 
Purchase ALL the light bulbs in the population.  Measure the lifetime of each bulb.  Compute the mean.  If the mean equals 5000, retain the null.  If the mean does not equal 5000, reject the null.

Problem:  Too many bulbs.


2.  The Plan B approach.

Take a sample of light bulbs.

Compute the mean of the sample.

From our study of sampling distributions, we know that the sample mean will not exactly equal the population mean.  But we also know that it’ll be close to the population mean.  If the population mean is 5000, then the sample mean should be close to 5000.  So . . .

Apply the following, intuitively reasonable decision rule

If the value of the sample mean is “close” to 5000, decide that the null must be true.

If the value of the sample mean is “far” from 5000, decide that the null must be false.

But how close is “close”?  How far is “far”?

What if the mean of the lifetimes of 25 bulbs were 4999.99?  Most rational people would accept hull.
What if the mean of the lifetimes of 25 bulbs were 1003.23 Most rational people would reject null.
What if the mean of the lifetimes of 25 bulbs were 4876.44? Hmm.  A gray area.
Clearly we need some rules, or perhaps we should say that we need an operational definition of “close” and of “far”.
Close and Far as probabilities

Recall from sampling distributions that means of samples from a population vary around that mean of the population.  

When we take samples from mean whose population is 5000, for example, the means most likely to occur will be those close to 5000. 

The means least likely to occur will be those far from 5000.

This suggests that we could say that a mean is “close” to the hypothesized mean if it is one of those means that would be likely to be obtained from a population whose mean was the hypothesized value.

And we could say that a mean is “far” from the hypothesized mean if it is one of those what would be unlikely to be obtained from a population whose mean was the hypothesized value.

The Significance Level and p-value.
Statisticians have decided to redefine “close” and “far” in terms of probabilities, specifically, the probability computed under the assumption that the null hypothesis is true.  This probability is called the p-value.
They have agreed that if the  p-value  is smaller than or equal to an agreed-upon value then the null hypothesis is to be rejected.

But if the p-value is larger than the agreed-upon value, the null hypothesis will not be rejected.

Close = High probability, large p-value.


Far= Low probability, small p-value.
Often, that agreed-upon value is .05.

This value, i.e., .05, is called the significance level of the statistical test.

Flow Chart



Computation of the p-value

The p-value is computed in a very special way.  Specifically, for most hypothesis tests, 

The p-value is the probability of obtaining a sample mean as far from the hypothesized value of the population mean as the obtained sample mean in either direction.  

Schematically





The p-value is the probability of obtaining a sample mean as far from 5000 in the positive direction OR as far from 5000 in the negative as the obtained sample mean.
We sometimes say the p-value is the probability of a sample mean as extreme as the obtained mean.

The Steps in Hypothesis Testing

Step 1.  From the problem description, state the null hypothesis required by the problem and the alternative hypothesis.

Step 2.  Choose a test statistic whose value will allow you to decide between the null and the alternative hypothesis.  We’ll use the Z statistic.
Step 3.  Determine the sampling distribution of that test statistic under the assumption that the null hypothesis is true.  Standard Normal Distribution if test statistic is Z.
(Use the correct procedure in your statistics package.)
Once you've determined the sampling distribution, you'll know what values of the test statistic would be expected to occur if the null were true and what values would not be expected if the null were true.

Step 4.  Set the significance level of the test.

Step 5.  Compute the value of the test statistic.  (May take a long time – a year or more.)
Step 6.  Compute the p-value of the test statistic.

The p-value is the probability of a value as extreme as the obtained value if the null were true.  In most cases, it will be printed by SPSS.  Unfortunately, it will be labeled "Sig" not p.

Step 7.  Compare the p-value with the significance level and make your decision.

You should memorize these steps for the final exam.

Worked Out Example I  – The light bulb example

Suppose that purchasers from across the country were contacted and instructed to go to the nearest hardware/building supply store and purchase a packet of the bulbs and then to select one bulb randomly from the packet.  Those bulbs were then packed in foam and sent to a centralized testing facility where 100 of them were randomly selected from the nearly 500 shipped from across the country.  Those 100 were plugged into standard sockets and power was applied.  They were allowed to burn continuously until they failed and the time to failure of each bulb in the sample was recorded.

Suppose that the manufacturer had substantial evidence that the standard deviation of the population was equal to 300 and that this value was not related to the mean of the population.

Step 1:  Null hypothesis and Alternative hypothesis.

We want to determine whether the manufacturer’s claim that the “average” lifetime in the population is 5000 is true or not.  This suggests the following . . .

Null Hypothesis: 

The mean of the population equals 5000.  µ = 5000.
Alternative Hypothesis: 
The mean of the population does not equal 5000.  µ ≠ 5000.
Step 2  Test Statistic:  I will show that computing the Z statistic from the sample mean is the most efficient procedure.
Step 3.  Sampling distribution of test statistic (Z) if null is true. 
Z = (X-bar – 5000)/(σ/sqrt(N))
Z = (X-bar – 5000)/(300/sqrt(100) = (X-bar – 5000)/30.

For this step you have to pretend that the null hypothesis is true and then ask yourself, "If I took 1000's of samples of 100 scores in each sample from the population, what would be the distribution of my test statistic be?"  The answer is as follows for the Z statistic.

Name of 

Sampling 

Distribution =

__  Normal_______


Mean of sampling distribution if null is true
_____0________

Standard Deviation of sampling distribution
_____1_________
The mean of the distribution of X-bars is equal to the population mean from our study sampling distributions.

Step 4: Significance Level

This one's easy.  It's quite common to use .05 as the criterion for the probability of the observed outcome.  If that probability is less than or equal to .05, we reject.  If that probability is larger than .05, we retain the null.  So let the significance level be .05

Step 5: Computed value of test statistic
Suppose the mean of the sample of 100 lifetimes was 4935.33 with sample standard deviation equal to 305.4.  Then Z = (X-bar – Hypothesized mean) / Standard error of the mean
“Z” = (4935.33 – 5000) / (300/10) = (4935.33 – 5000)/30 = -64.67/30 = -2.16

Step 6: p-value.  In this case, compute the probability of a value as deviant or more deviant (Substitute extreme for deviant if you wish) than the obtained value of Z.  Specifically, we want the probability of a Z as deviant as -2.16 if the null were true.

This is a normal distribution problem.  To solve it, we get the two areas beyond 2.16 in either direction – the area to the left of the Z as a negative number and the area to the right of Z as a positive number.


X-bar – Hypothesized µ 

4935.33 – 5000

-64.67

“Z” = --------------------------------- = 
------------------------------- = ----------------------------- = --2.16


Sigma /sqrt(N)



300 / sqrt(100)

 30






Z = 

Tail 

area = 

p-value = 

.0154 + .0154 = .0308 (.0158+.0158 = .0316 from Pyrczak’s)
Step 7:  Conclusion

Since the p-value is smaller than .05, reject the null hypothesis.  Our data suggest that the mean of the population of lifetimes is different from 5000.  Specifically, we have evidence that it’s less than 5000, that the manufacturer may be exaggerating its claims.

Worked Out Example II – Speeds on a city street
We'll continue with the test of a hypothesis about the mean of a single population pretending that we know the value of sigma.  (Text Ch. 11).

I. A neighborhood association petitioned the city traffic engineering office to install traffic-calming devices on a street through the neighborhood.  The street is one that contains many residences.  But it also serves as a main source of vehicle traffic to the university that resides next to the neighborhood.  The traffic engineering office had conducted several studies of speeds on this street. It had determined that the speeds were approximately normally distributed with mean = 37 and population standard deviation equal to 10.
After several neighborhood meetings occurring over a 6-month period, the people living on the street agreed to a set of traffic-calming devices. These included an island placed at the only intersection of the street with another street in the affected area, “bump-outs”, and two islands in the middle of the street.

The interest here is in determining whether the average of all speeds on the street is equal to 37 after installation of the calming devices.  A sample of 25 speeds is recorded.  It's not known whether speeds would increase or decrease as a result of the "calming" devices.  

Step 1:  Null hypothesis and Alternative hypothesis.

Hmm.  We want to know whether the mean of the population of speeds with the calming devices is equal to 37, the mean computed by the traffic engineering department prior to installation of the devices.  This translates to . . .

Null Hypothesis: 

The mean of the population equals 37.   µ = 37.
Alternative Hypothesis: 
The mean of the population does not equal 37.  µ ≠ 37
Step 2  Test Statistic:  We’ll use the Z statistic obtained from the sample mean.
Step 3.  Sampling distribution of test statistic (Z) if null is true.

Z = (X-bar – 37)/(10/sqrt(25)) = (X-bar – 37)/2
For this step you have to pretend that the null hypothesis is true and then ask yourself, "If I took 1000's of samples of 100 scores in each sample from the population, what would be the distribution of my test statistic be?"  The answer is as follows for the X-bar statistic.

Name of 

Sampling 

Distribution =
__Normal_______

Mean of sample distribution if null is true = 
__      0________

Standard

Deviation of sampling distribution of Zs= 
______1________

The mean of the distribution of Z's is 0 from our study of Z-scores.

And the standard deviation of Z's is 1, again from our study of Z's.

Step 4: Significance Level

This one's easy.  It's quite common to use .05 as the criterion for the probability of the observed outcome.  If that probability is less than or equal to .05, we reject.  If that probability is larger than .05, we retain the null.  So let the significance level be .05

Step 5: Computed value of test statistic
Suppose a sample of 25 speeds is obtained and the mean of the sample is 41.5 and that the sample standard deviation is 8.7.
If  X-bar = 41.5,   
“Z” = (X-bar – Hypothesized µ)/(Sigma/sqrt(N))  =  


= (41.5 - 37) / (10/5)  =  (41.5-37)/2 = 2.25

Step 6: p-value.  In this case, compute the probability of a value as deviant or more deviant than the obtained value.


Z as the test statistic


Z=-2.25
Z=2.25





Z = 

Tail 

area = 

p-value = 

.0244
Step 7:  Conclusion

Since the p-value is smaller than .05, reject the null hypothesis.  Our data suggest that the population mean speed is different from 37.  In fact, the data suggest that the new population mean speed is larger than 37.
Example 3.  Suppose the Chattanooga Convention and Visitor's Bureau decided to run a special advertising campaign designed to get people to make more purchases in Chattanooga.  Years of surveys of shopping habits had determined that the average no. of purchases per visit was 5.7.  The standard deviation was 2.9.  The ad campaign was implemented in May of 2007.  In August of 2004, after it had been decided that the campaign had had time to achieve its full effect, a sample of visitors was taken and the number of purchases each made was determined.  The data are below.  

No. of purchases:  3 5 8 5 4 5 3 7 9 6 7 9 5 10 11 5 7 8 4 2 11 3 6 7 9 8 7 4 7 6 0 10 13 7 8 15 

Step 1:  Null hypothesis_________________________________________________


Alternative Hypothesis____________________________________________

Step 2  Test Statistic:  In this example, we’ll again use the Z statistic as the test statistic.

Step 3.  Sampling distribution of test statistic if null is true.

For this step you have to pretend that the null hypothesis is true and then ask yourself, "If I took 1000's of samples of 25 scores in each sample from the population, what would be the distribution of my test statistic be?"  The answer is as follows for the Z statistic.

Name of 

Sampling 

Distribution =
______________

Mean = 
______________

Standard

Deviation = 
______________

The mean of the distribution of Z's is 0 from our study of Z-scores on p. 83.

And the standard deviation of Z's is 1, again from our study of Z's on p. 83.

Step 4:  Significance Level

Let the significance level be .05

Step 5:  Computed value of test statistic

Z = 

Step 6: p-value.  In this case, compute the probability of a value as deviant or more deviant than the obtained value.


Z as the test statistic




Z = 


Tail 

area = 

p-value =   .0244



Step 7:  Conclusion:  Reject the null hypothesis that pop mean equals 5.7.  
 Two-tailed vs. One-tailed alternative hypotheses (Section 36). 
If the null is false, there are actually three possible alternative hypotheses . . .

1:
Population mean does not equal the hypothesized value  (e.g. Pop mean ≠ 5000)

2:
Population mean is only less than the hypothesized value (e.g., Pop mean < 5000)

3:
Population mean is only larger than the hypothesized value (e.g., Pop mean > 5000)
We usually have no preconceived notions concerning the direction of difference if the null is not true.  In those cases, we employ #1 above.  It is called a two-tailed alternative hypothesis, and we compute the p-value as the probability of an outcome as extreme as the obtained outcome in the positive or in the negative direction.
On the other hand, if we know that there is no way that one of the two directions of difference could be observed if the null were false, then we don't consider that outcome as a possibility, and we employ a one-tailed alternative hypothesis.  In doing so, we compute the p-value as the probability of an outcome as extreme as the obtained outcome in only one direction.
Specifically, if the alternative hypothesis is represented only by outcomes which are more positive than that represented by the null, then the p-value is the probability of an outcome as extreme as the obtained outcome in the positive direction only.
And, if the alternative hypothesis is represented only by outcomes which are more negative than that represented by the null, the p-value is the probability of an outcome as extreme as the obtained outcome in the negative direction only.
Example:  An experiment is designed to test the effect of consumption of a newly formulated alcohol on time to react to complex traffic situations.  Since there is a tremendous accumulation of evidence that alcohol only slows decision times in complex situations, the two hypotheses would like be:

Null:  

Mean new alcohol reaction time = Mean No Alcohol reaction time
Alternative:
Mean new Alcohol reaction time > Mean No Alcohol reaction time.

In this case, the null would be rejected only if the test statistic were positive and p <= .05.

Computing a one-tailed p-value.

Employing such a decision rule requires some minimal hand computations when using standard statistical packages.  The p-value which is routinely printed by almost all common statistical packages, including SPSS is the two-tailed version.  To use it, we do the following . . .
1.  Compute the one-tailed p by dividing the p-value displayed by SPSS by 2.

2.  Reject if 



a) the one-tailed p-value is <= the significance level 



AND 



b) the observed outcome is in the expected direction.

     Otherwise, do not reject.

Example:  Estimation vs. Hypothesis testing  Start here on Thursday
Problem:  For a random sample, X-bar=83 and n=625.  Assume sigma=15.
Test the hypothesis that the population mean = 80.

Form a 95% confidence interval for the population mean.

a.   Hypothesis test:   Test H0:  u=80 vs. H1:  u ≠ 80.

X-bar = 83; n=625; Sigma=15.  

Z = (X-bar – Hypothesized value of µ)/(Sigma/sqrt(N)) = (83 - 80)/(15/25) = 3/.6 = 5.00.  
Reject H0.

(You should know enough about Z scores to know that a Z of 5 would have a p-value less than .05.)

All this tells us is that u does not equal 80.  But how far from 80 is u?  No information on that is available from the hypothesis test.

b.  Confidence interval:  A 95% confidence interval is 

Step

1, 2.  Point estimate is the value of the sample, mean, which is 83.

3.  Standard error of the mean is Sigma/sqrt(N) = 15/25 = 0.6 .

4.  Confidence desired is 95%.

5.  Critical Z values for 95% confidence are +1.96  and  –1.96.

6.
Upper limit

83 + 1.96*.6 = 83 + 1.18 = 84.18

Lower limit

83 - 1.96*.6 = 83 - 1.18 = 81.82

We can be 95% sure that the population mean is between 81.82 and 84.18.
This tells us that µ is almost certainly between 81.82 and 84.18, more than 1 unit distant from 80.
Critical Values

Critical value:  
Value of a test statistic whose p-value is exactly the significance level.
Using Critical Values . . .

The  seven-step hypothesis testing procedure . . .
1.  State hypotheses as usual.

2.  Choose test statistic as usual.

3.  Get sampling distribution of test statistic as usual.

4.  Get the significance level as usual.

5.  Compute value of test statistic as usual.

6.  Normally:  Compute p-value by converting X-bar to a Z and looking up the Z in the table.

7.  Normally:  Compare p-value to Significance level.  

6.  Look up the critical Z for significance = .05.  It is 1.96.  That is, if Z = 1.96, p = .05, exactly.
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7.  Compare the obtained Z with 1.96.
If the obtained Z is equal to or larger in absolute value than 1.96, reject.

If the absolute value of the obtained Z is less (closer to 0 than) 1.96, do not reject.

All statistics textbooks contain tables of critical values of the various test statistics in use today.  In the pre-computer days, such tables were needed because obtaining the p-value for most test statistics requires much computation.  (The Z statistic is the only exception.)  Today, all computer programs print the p-value for every statistic, so these tables are rarely needed. 
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